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Amongst the tribes of Central Australia every man, woman, and child has a secret or sacred name which is 

bestowed by the older men upon him or her soon after birth, and which is known to none but the fully initiated 

members of the group. This secret name is never mentioned except upon the most solemn occasions; to utter it in 

the hearing of men of another group would be a most serious breach of tribal custom. When mentioned at all, the 

name is spoken only in a whisper, and not until the most elaborate precautions have been taken that it shall be 

heard by no one but members of the group. The native thinks that a stranger knowing his secret name would have 

special power to work him ill by means of magic.

The Golden Bough, Sir James George Frazer

John wrote the letters of the alphabet under the letters in its first lines and tried it against the message. 

Immediately he knew that once more he had broken the code. It was extraordinary the feeling of triumph he had. 

He felt on top of the world. For not only had he done it, had he broken the July code, but he now had the key to 

every future coded message, since instructions as to the source of the next one must of necessity appear in the 

current one at the end of each month.

Talking to Strange Men, Ruth Rendell

Key Points

In a distributed environment, encryption devices can be placed to support either link encryption or 

end-to-end encryption. With link encryption, each vulnerable communications link is equipped on both ends 

with an encryption device. With end-to-end encryption, the encryption process is carried out at the two end 

systems.

Even if all traffic between users is encrypted, a traffic analysis may yield information of value to an 

opponent. An effective countermeasure is traffic padding, which involves sending random bits during 

periods when no encrypted data are available for transmission.

Key distribution is the function that delivers a key to two parties who wish to exchange secure encrypted 

data. Some sort of mechanism or protocol is needed to provide for the secure distribution of keys.
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Key distribution often involves the use of master keys, which are infrequently used and are long lasting, and 

session keys, which are generated and distributed for temporary use between two parties.

A capability with application to a number of cryptographic functions is random or pseudorandom number 

generation. The principle requirement for this capability is that the generated number stream be 

unpredictable.
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Historically, the focus of cryptology has been on the use of symmetric encryption to provide confidentiality. It is only in the last 

several decades that other considerations, such as authentication, integrity, digital signatures, and the use of public-key encryption, have 

been included in the theory and practice of cryptology.

Before examining some of these more recent topics, we concentrate in this chapter on the use of symmetric encryption to provide 

confidentiality. This topic remains important in itself. In addition, an understanding of the issues involved here helps to motivate the 

development of public-key encryption and clarifies the issues involved in other applications of encryption, such as authentication.

We begin with a discussion of the location of encryption logic; the main choice here is between what are known as link encryption and 

end-to-end encryption. Next, we look at the use of encryption to counter traffic analysis attacks. Then we discuss the difficult problem of 

key distribution. Finally, we discuss the principles underlying an important tool in providing a confidentiality facility: random number 

generation.
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7.1. Placement of Encryption Function

If encryption is to be used to counter attacks on confidentiality, we need to decide what to encrypt and where the encryption function 

should be located. To begin, this section examines the potential locations of security attacks and then looks at the two major approaches 

to encryption placement: link and end to end.

Potential Locations for Confidentiality Attacks

As an example, consider a user workstation in a typical business organization. Figure 7.1 suggests the types of communications facilities 

that might be employed by such a workstation and therefore gives an indication of the points of vulnerability.

Figure 7.1. Points of Vulnerability
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In most organizations, workstations are attached to local area networks (LANs). Typically, the user can reach other workstations, hosts, 

and servers directly on the LAN or on other LANs in the same building that are interconnected with bridges and routers. Here, then, is the 

first point of vulnerability. In this case, the main concern is eavesdropping by another employee. Typically, a LAN is a broadcast network: 

Transmission from any station to any other station is visible on the LAN medium to all stations. Data are transmitted in the form of frames, 

with each frame containing the source and destination address. An eavesdropper can monitor the traffic on the LAN and capture any traffic 

desired on the basis of source and destination addresses. If part or all of the LAN is wireless, then the potential for eavesdropping is 

greater.

Furthermore, the eavesdropper need not necessarily be an employee in the building. If the LAN, through a communications server or one 

of the hosts on the LAN, offers a dial-in capability, then it is possible for an intruder to gain access to the LAN and monitor traffic.

Access to the outside world from the LAN is almost always available in the form of a router that connects to the Internet, a bank of dial-out 

modems, or some other type of communications server. From the communications server, there is a line leading to a wiring closet. The 

wiring closet serves as a patch panel for interconnecting internal data and phone lines and for providing a staging point for external 

communications.

The wiring closet itself is vulnerable. If an intruder can penetrate to the closet, he or she can tap into each wire to determine which are 

used for data transmission. After isolating one or more lines, the intruder can attach a low-power radio transmitter. The resulting signals 

can be picked up from a nearby location (e.g., a parked van or a nearby building).

Several routes out of the wiring closet are possible. A standard configuration provides access to the nearest central office of the local 

telephone company. Wires in the closet are gathered into a cable, which is usually consolidated with other cables in the basement of the 

building. From there, a larger cable runs underground to the central office.

In addition, the wiring closet may provide a link to a microwave antenna, either an earth station for a satellite link or a point-to-point 

terrestrial microwave link. The antenna link can be part of a private network, or it can be a local bypass to hook in to a long-distance 

carrier.

The wiring closet may also provide a link to a node of a packet-switching network. This link can be a leased line, a direct private line, or a 

switched connection through a public telecommunications network. Inside the network, data pass through a number of nodes and links 

between nodes until the data arrive at the node to which the destination end system is connected.

An attack can take place on any of the communications links. For active attacks, the attacker needs to gain physical control of a portion of 

the link and be able to insert and capture transmissions. For a passive attack, the attacker merely needs to be able to observe 

transmissions. The communications links involved can be cable (telephone twisted pair, coaxial cable, or optical fiber), microwave links, or 

satellite channels. Twisted pair and coaxial cable can be attacked using either invasive taps or inductive devices that monitor 

electromagnetic emanations. Invasive taps allow both active and passive attacks, whereas inductive taps are useful for passive attacks. 

Neither type of tap is as effective with optical fiber, which is one of the advantages of this medium. The fiber does not generate 

electromagnetic emanations and hence is not vulnerable to inductive taps. Physically breaking the cable seriously degrades signal quality 

and is therefore detectable. Microwave and satellite transmissions can be intercepted with little risk to the attacker. This is especially true 

of satellite transmissions, which cover a broad geographic area. Active attacks on microwave and satellite are also possible, although they 

are more difficult technically and can be quite expensive.
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In addition to the potential vulnerability of the various communications links, the various processors along the path are themselves subject 

to attack. An attack can take the form of attempts to modify the hardware or software, to gain access to the memory of the processor, or to 

monitor the electromagnetic emanations. These attacks are less likely than those involving communications links but are nevertheless a 

source of risk.

Thus, there are a large number of locations at which an attack can occur. Furthermore, for wide area communications, many of these 

locations are not under the physical control of the end user. Even in the case of local area networks, in which physical security measures 

are possible, there is always the threat of the disgruntled employee.
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Link versus End-to-End Encryption

The most powerful and most common approach to securing the points of vulnerability highlighted in the preceding section is encryption. If 

encryption is to be used to counter these attacks, then we need to decide what to encrypt and where the encryption gear should be 

located. As Figure 7.2 indicates, there are two fundamental alternatives: link encryption and end-to-end encryption.

Figure 7.2. Encryption Across a Packet-Switching Network
(This item is displayed on page 204 in the print version)
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Basic Approaches

With link encryption, each vulnerable communications link is equipped on both ends with an encryption device. Thus, all traffic over all 

communications links is secured. Although this recourse requires a lot of encryption devices in a large network, its value is clear. One of its 

disadvantages is that the message must be decrypted each time it enters a switch (such as a frame relay switch) because the switch must 

read the address (logical connection number) in the packet header in order to route the frame. Thus, the message is vulnerable at each 

switch. If working with a public network, the user has no control over the security of the nodes.

Several implications of link encryption should be noted. For this strategy to be effective, all the potential links in a path from source to 

destination must use link encryption. Each pair of nodes that share a link should share a unique key, with a different key used on each link. 

Thus, many keys must be provided.

With end-to-end encryption, the encryption process is carried out at the two end systems. The source host or terminal encrypts the data. 
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The data in encrypted form are then transmitted unaltered across the network to the destination terminal or host. The destination shares a 

key with the source and so is able to decrypt the data. This plan seems to secure the transmission against attacks on the network links or 

switches. Thus, end-to-end encryption relieves the end user of concerns about the degree of security of networks and links that support 

the communication. There is, however, still a weak spot.

Consider the following situation. A host connects to a frame relay or ATM network, sets up a logical connection to another host, and is 

prepared to transfer data to that other host by using end-to-end encryption. Data are transmitted over such a network in the form of 

packets that consist of a header and some user data. What part of each packet will the host encrypt? Suppose that the host encrypts the 

entire packet, including the header. This will not work because, remember, only the other host can perform the decryption. The frame 

relay or ATM switch will receive an encrypted packet and be unable to read the header. Therefore, it will not be able to route the packet. It 

follows that the host may encrypt only the user data portion of the packet and must leave the header in the clear.
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Thus, with end-to-end encryption, the user data are secure. However, the traffic pattern is not, because packet headers are transmitted in 

the clear. On the other hand, end-to-end encryption does provide a degree of authentication. If two end systems share an encryption key, 

then a recipient is assured that any message that it receives comes from the alleged sender, because only that sender shares the relevant 

key. Such authentication is not inherent in a link encryption scheme.

To achieve greater security, both link and end-to-end encryption are needed, as is shown in Figure 7.2. When both forms of encryption are 

employed, the host encrypts the user data portion of a packet using an end-to-end encryption key. The entire packet is then encrypted 

using a link encryption key. As the packet traverses the network, each switch decrypts the packet, using a link encryption key to read the 

header, and then encrypts the entire packet again for sending it out on the next link. Now the entire packet is secure except for the time 

that the packet is actually in the memory of a packet switch, at which time the packet header is in the clear.

Table 7.1 summarizes the key characteristics of the two encryption strategies.

Table 7.1. Characteristics of Link and End-to-End Encryption [PFLE02]

Link Encryption End-to-End Encryption

Security within End Systems and Intermediate Systems

Message exposed in sending host Message encrypted in sending host

Message exposed in intermediate nodes Message encrypted in intermediate nodes

Role of User

Applied by sending host Applied by sending process

Transparent to user User applies encryption

Host maintains encryption facility User must determine algorithm

One facility for all users Users selects encryption scheme

Can be done in hardware Software implementation

All or no messages encrypted User chooses to encrypt, or not, for each message

Implementation Concerns

Requires one key per (host-intermediate node) pair and 

(intermediate node-intermediate node) pair

Requires one key per user pair

Provides host authentication Provides user authentication
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Logical Placement of End-to-End Encryption Function

With link encryption, the encryption function is performed at a low level of the communications hierarchy. In terms of the Open Systems 

Interconnection (OSI) model, link encryption occurs at either the physical or link layers.
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For end-to-end encryption, several choices are possible for the logical placement of the encryption function. At the lowest practical level, 

the encryption function could be performed at the network layer. Thus, for example, encryption could be associated with the frame relay or 

ATM protocol, so that the user data portion of all frames or ATM cells is encrypted.

With network-layer encryption, the number of identifiable and separately protected entities corresponds to the number of end systems in 

the network. Each end system can engage in an encrypted exchange with another end system if the two share a secret key. All the user 

processes and applications within each end system would employ the same encryption scheme with the same key to reach a particular 

target end system. With this arrangement, it might be desirable to off-load the encryption function to some sort of front-end processor 

(typically a communications board in the end system).

Figure 7.3 shows the encryption function of the front-end processor (FEP). On the host side, the FEP accepts packets. The user data 

portion of the packet is encrypted, while the packet header bypasses the encryption process.
[1]

 The resulting packet is delivered to the 

network. In the opposite direction, for packets arriving from the network, the user data portion is decrypted and the entire packet is 

delivered to the host. If the transport layer functionality (e.g., TCP) is implemented in the front end, then the transport-layer header would 

also be left in the clear and the user data portion of the transport protocol data unit is encrypted.

[1] The terms red and black are frequently used. Red data are sensitive or classified data in the clear. Black data are 

encrypted data.

Figure 7.3. Front-End Processor Function
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Deployment of encryption services on end-to-end protocols, such as a network-layer frame relay or TCP, provides end-to-end security for 

traffic within a fully integrated internetwork. However, such a scheme cannot deliver the necessary service for traffic that crosses 

internetwork boundaries, such as electronic mail, electronic data interchange (EDI), and file transfers.

Figure 7.4 illustrates the issues involved. In this example, an electronic mail gateway is used to interconnect an internetwork that uses an 

OSI-based architecture with one that uses a TCP/IP-based architecture.
[2]

 In such a configuration, there is no end-to-end protocol below 

the application layer. The transport and network connections from each end system terminate at the mail gateway, which sets up new 

transport and network connections to link to the other end system. Furthermore, such a scenario is not limited to the case of a gateway 

between two different architectures. Even if both end systems use TCP/IP or OSI, there are plenty of instances in actual configurations in 

which mail gateways sit between otherwise isolated internetworks. Thus, for applications like electronic mail that have a store-and-forward 

capability, the only place to achieve end-to-end encryption is at the application layer.

[2] Appendix H provides a brief overview of the OSI and TCP/IP protocol architectures.
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Figure 7.4. Encryption Coverage Implications of Store-and-Forward Communications
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A drawback of application-layer encryption is that the number of entities to consider increases dramatically. A network that supports 

hundreds of hosts may support thousands of users and processes. Thus, many more secret keys need to be generated and distributed.

An interesting way of viewing the alternatives is to note that as we move up the communications hierarchy, less information is encrypted 

but it is more secure. Figure 7.5 highlights this point, using the TCP/IP architecture as an example. In the figure, an application-level 

gateway refers to a store-and-forward device that operates at the application level.
[3]

[3] Unfortunately, most TCP/IP documents use the term gateway to refer to what is more commonly referred to as a 

router.
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Figure 7.5. Relationship between Encryption and Protocol Levels
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With application-level encryption (Figure 7.5a), only the user data portion of a TCP segment is encrypted. The TCP, IP, network-level, and 

link-level headers and link-level trailer are in the clear. By contrast, if encryption is performed at the TCP level (Figure 7.5b), then, on a 

single end-to-end connection, the user data and the TCP header are encrypted. The IP header remains in the clear because it is needed 

by routers to route the IP datagram from source to destination. Note, however, that if a message passes through a gateway, the TCP 

connection is terminated and a new transport connection is opened for the next hop. Furthermore, the gateway is treated as a destination 

by the underlying IP. Thus, the encrypted portions of the data unit are decrypted at the gateway. If the next hop is over a TCP/IP network, 

then the user data and TCP header are encrypted again before transmission. However, in the gateway itself the data unit is buffered 

entirely in the clear. Finally, for link-level encryption (Figure 7.5c), the entire data unit except for the link header and trailer is encrypted on 

each link, but the entire data unit is in the clear at each router and gateway.
[4]

[4] The figure actually shows but one alternative. It is also possible to encrypt part or even all of the link header and 

trailer except for the starting and ending frame flags.
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7.2. Traffic Confidentiality

We mentioned in Chapter 1 that, in some cases, users are concerned about security from traffic analysis. Knowledge about the number 

and length of messages between nodes may enable an opponent to determine who is talking to whom. This can have obvious implications 

in a military conflict. Even in commercial applications, traffic analysis may yield information that the traffic generators would like to conceal. 

[MUFT89] lists the following types of information that can be derived from a traffic analysis attack:

Identities of partners

How frequently the partners are communicating

Message pattern, message length, or quantity of messages that suggest important information is being exchanged

The events that correlate with special conversations between particular partners

Another concern related to traffic is the use of traffic patterns to create a covert channel. A covert channel is a means of communication 

in a fashion unintended by the designers of the communications facility. Typically, the channel is used to transfer information in a way that 

violates a security policy. For example, an employee may wish to communicate information to an outsider in a way that is not detected by 

management and that requires simple eavesdropping on the part of the outsider. The two participants could set up a code in which an 

apparently legitimate message of a less than a certain length represents binary zero, whereas a longer message represents a binary one. 

Other such schemes are possible.

Link Encryption Approach

With the use of link encryption, network-layer headers (e.g., frame or cell header) are encrypted, reducing the opportunity for traffic 

analysis. However, it is still possible in those circumstances for an attacker to assess the amount of traffic on a network and to observe the 

amount of traffic entering and leaving each end system. An effective countermeasure to this attack is traffic padding, illustrated in Figure 

7.6.

Figure 7.6. Traffic-Padding Encryption Device
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Traffic padding produces ciphertext output continuously, even in the absence of plaintext. A continuous random data stream is 

generated. When plaintext is available, it is encrypted and transmitted. When input plaintext is not present, random data are encrypted and 

transmitted. This makes it impossible for an attacker to distinguish between true data flow and padding and therefore impossible to deduce 

the amount of traffic.

End-to-End Encryption Approach

Traffic padding is essentially a link encryption function. If only end-to-end encryption is employed, then the measures available to the 

defender are more limited. For example, if encryption is implemented at the application layer, then an opponent can determine which 

transport entities are engaged in dialogue. If encryption techniques are housed at the transport layer, then network-layer addresses and 

traffic patterns remain accessible.

One technique that might prove useful is to pad out data units to a uniform length at either the transport or application level. In addition, null 

messages can be inserted randomly into the stream. These tactics deny an opponent knowledge about the amount of data exchanged 

between end users and obscure the underlying traffic pattern.
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7.3. Key Distribution

For symmetric encryption to work, the two parties to an exchange must share the same key, and that key must be protected from access 

by others. Furthermore, frequent key changes are usually desirable to limit the amount of data compromised if an attacker learns the key. 

Therefore, the strength of any cryptographic system rests with the key distribution technique, a term that refers to the means of delivering 

a key to two parties who wish to exchange data, without allowing others to see the key. For two parties A and B, key distribution can be 

achieved in a number of ways, as follows:

A can select a key and physically deliver it to B.1.

A third party can select the key and physically deliver it to A and B.2.

If A and B have previously and recently used a key, one party can transmit the new key to the other, encrypted using the old 

key.

3.

If A and B each has an encrypted connection to a third party C, C can deliver a key on the encrypted links to A and B.4.

Options 1 and 2 call for manual delivery of a key. For link encryption, this is a reasonable requirement, because each link encryption 

device is going to be exchanging data only with its partner on the other end of the link. However, for end-to-end encryption, manual 

delivery is awkward. In a distributed system, any given host or terminal may need to engage in exchanges with many other hosts and 

terminals over time. Thus, each device needs a number of keys supplied dynamically. The problem is especially difficult in a wide area 

distributed system.

The scale of the problem depends on the number of communicating pairs that must be supported. If end-to-end encryption is done at a 

network or IP level, then a key is needed for each pair of hosts on the network that wish to communicate. Thus, if there are N hosts, the 

number of required keys is [N(N 1)]/2. If encryption is done at the application level, then a key is needed for every pair of users or

processes that require communication. Thus, a network may have hundreds of hosts but thousands of users and processes. Figure 7.7

illustrates the magnitude of the key distribution task for end-to-end encryption.
[5]

 A network using node-level encryption with 1000 nodes 

would conceivably need to distribute as many as half a million keys. If that same network supported 10,000 applications, then as many as 

50 million keys may be required for application-level encryption.

[5] Note that this figure uses a log-log scale, so that a linear graph indicates exponential growth. A basic review of 

log scales is in the math refresher document at the Computer Science Student Resource Site at 

WilliamStallings.com/StudentSupport.html.
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Figure 7.7. Number of Keys Required to Support Arbitrary Connections between Endpoints
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Returning to our list, option 3 is a possibility for either link encryption or end-to-end encryption, but if an attacker ever succeeds in gaining 

access to one key, then all subsequent keys will be revealed. Furthermore, the initial distribution of potentially millions of keys must still be 

made.

For end-to-end encryption, some variation on option 4 has been widely adopted. In this scheme, a key distribution center is responsible for 

distributing keys to pairs of users (hosts, processes, applications) as needed. Each user must share a unique key with the key distribution 

center for purposes of key distribution.
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The use of a key distribution center is based on the use of a hierarchy of keys. At a minimum, two levels of keys are used (Figure 7.8). 

Communication between end systems is encrypted using a temporary key, often referred to as a session key. Typically, the session key 

is used for the duration of a logical connection, such as a frame relay connection or transport connection, and then discarded. Each 

session key is obtained from the key distribution center over the same networking facilities used for end-user communication. Accordingly, 

session keys are transmitted in encrypted form, using a master key that is shared by the key distribution center and an end system or user.

Figure 7.8. The Use of a Key Hierarchy
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For each end system or user, there is a unique master key that it shares with the key distribution center. Of course, these master keys 

must be distributed in some fashion. However, the scale of the problem is vastly reduced. If there are N entities that wish to communicate 

in pairs, then, as was mentioned, as many as [N(N 1)]/2 session keys are needed at any one time. However, only N master keys are 

required, one for each entity. Thus, master keys can be distributed in some noncryptographic way, such as physical delivery.

A Key Distribution Scenario

The key distribution concept can be deployed in a number of ways. A typical scenario is illustrated in Figure 7.9, which is based on a 

figure in [POPE79]. The scenario assumes that each user shares a unique master key with the key distribution center (KDC).

Figure 7.9. Key Distribution Scenario
(This item is displayed on page 213 in the print version)
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Let us assume that user A wishes to establish a logical connection with B and requires a one-time session key to protect the data 

transmitted over the connection. A has a master key, Ka, known only to itself and the KDC; similarly, B shares the master key Kb with the 

KDC. The following steps occur:

1. A issues a request to the KDC for a session key to protect a logical connection to B. The message includes the identity of A and 

B and a unique identifier, N1, for this transaction, which we refer to as a nonce.
[6]

 The nonce may be a timestamp, a counter, or 

a random number; the minimum requirement is that it differs with each request. Also, to prevent masquerade, it should be 

difficult for an opponent to guess the nonce. Thus, a random number is a good choice for a nonce.

[6] The following definitions are useful in understanding the purpose of the nonce component. Nonce: The 

present or particular occasion. Nonce word: A word occurring, invented, or used just for a particular 

occasion. From the American Heritage Dictionary of the English Language, 3rd ed.
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2. The KDC responds with a message encrypted using Ka Thus, A is the only one who can successfully read the message, and A 

knows that it originated at the KDC. The message includes two items intended for A:

The one-time session key, Ks, to be used for the session

The original request message, including the nonce, to enable A to match this response with the appropriate request

Thus, A can verify that its original request was not altered before reception by the KDC and, because of the nonce, that this is 

not a replay of some previous request.

In addition, the message includes two items intended for B:
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The one-time session key, Ks to be used for the session

An identifier of A (e.g., its network address), IDA

These last two items are encrypted with Kb (the master key that the KDC shares with B). They are to be sent to B to establish the 

connection and prove A's identity.
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3. A stores the session key for use in the upcoming session and forwards to B the information that originated at the KDC for B, 

namely, E(Kb, [Ks || IDA]). Because this information is encrypted with Kb, it is protected from eavesdropping. B now knows the 

session key (Ks), knows that the other party is A (from IDA), and knows that the information originated at the KDC (because it is 

encrypted using Kb).

At this point, a session key has been securely delivered to A and B, and they may begin their protected exchange. However, two 

additional steps are desirable:

4. Using the newly minted session key for encryption, B sends a nonce, N2, to A.

5. Also using Ks, A responds with f(N2), where f is a function that performs some transformation on N2 (e.g., adding one).

These steps assure B that the original message it received (step 3) was not a replay.

Note that the actual key distribution involves only steps 1 through 3 but that steps 4 and 5, as well as 3, perform an authentication function.

Hierarchical Key Control

It is not necessary to limit the key distribution function to a single KDC. Indeed, for very large networks, it may not be practical to do so. As 

an alternative, a hierarchy of KDCs can be established. For example, there can be local KDCs, each responsible for a small domain of the 

overall internetwork, such as a single LAN or a single building. For communication among entities within the same local domain, the local 

KDC is responsible for key distribution. If two entities in different domains desire a shared key, then the corresponding local KDCs can 

communicate through a global KDC. In this case, any one of the three KDCs involved can actually select the key. The hierarchical concept 

can be extended to three or even more layers, depending on the size of the user population and the geographic scope of the internetwork.

A hierarchical scheme minimizes the effort involved in master key distribution, because most master keys are those shared by a local KDC 

with its local entities. Furthermore, such a scheme limits the damage of a faulty or subverted KDC to its local area only.

Session Key Lifetime

The more frequently session keys are exchanged, the more secure they are, because the opponent has less ciphertext to work with for 

any given session key. On the other hand, the distribution of session keys delays the start of any exchange and places a burden on 

network capacity. A security manager must try to balance these competing considerations in determining the lifetime of a particular 

session key.

For connection-oriented protocols, one obvious choice is to use the same session key for the length of time that the connection is open, 

using a new session key for each new session. If a logical connection has a very long lifetime, then it would be prudent to change the 

session key periodically, perhaps every time the PDU (protocol data unit) sequence number cycles.
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For a connectionless protocol, such as a transaction-oriented protocol, there is no explicit connection initiation or termination. Thus, it is 

not obvious how often one needs to change the session key. The most secure approach is to use a new session key for each 

exchange. However, this negates one of the principal benefits of connectionless protocols, which is minimum overhead and delay for each 

transaction. A better strategy is to use a given session key for a certain fixed period only or for a certain number of transactions.
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A Transparent Key Control Scheme

The approach suggested in Figure 7.9 has many variations, one of which is described in this subsection. The scheme (Figure 7.10) is useful 

for providing end-to-end encryption at a network or transport level in a way that is transparent to the end users. The approach assumes 

that communication makes use of a connection-oriented end-to-end protocol, such as TCP. The noteworthy element of this approach is a 

session security module (SSM), which may consists of functionality at one protocol layer, that performs end-to-end encryption and obtains 

session keys on behalf of its host or terminal.

Figure 7.10. Automatic Key Distribution for Connection-Oriented Protocol
(This item is displayed on page 216 in the print version)

[View full size image]

The steps involved in establishing a connection are shown in the figure. When one host wishes to set up a connection to another host, it 

transmits a connection-request packet (step 1). The SSM saves that packet and applies to the KDC for permission to establish the 

connection (step 2). The communication between the SSM and the KDC is encrypted using a master key shared only by this SSM and the 
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KDC. If the KDC approves the connection request, it generates the session key and delivers it to the two appropriate SSMs, using a 

unique permanent key for each SSM (step 3). The requesting SSM can now release the connection request packet, and a connection is 

set up between the two end systems (step 4). All user data exchanged between the two end systems are encrypted by their respective 

SSMs using the one-time session key.

The automated key distribution approach provides the flexibility and dynamic characteristics needed to allow a number of terminal users to 

access a number of hosts and for the hosts to exchange data with each other.

Decentralized Key Control

The use of a key distribution center imposes the requirement that the KDC be trusted and be protected from subversion. This requirement 

can be avoided if key distribution is fully decentralized. Although full decentralization is not practical for larger networks using symmetric 

encryption only, it may be useful within a local context.

A decentralized approach requires that each end system be able to communicate in a secure manner with all potential partner end 

systems for purposes of session key distribution. Thus, there may need to be as many as [n(n 1)]/2 master keys for a configuration with n

end systems.

A session key may be established with the following sequence of steps (Figure 7.11):

1. A issues a request to B for a session key and includes a nonce, N1

2. B responds with a message that is encrypted using the shared master key. The response includes the session key selected by 

B, an identifier of B, the value f(N1), and another nonce, N2.

3. Using the new session key, A returns f(N2) to B.
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Figure 7.11. Decentralized Key Distribution

[View full size image]
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Thus, although each node must maintain at most (n 1) master keys, as many session keys as required may be generated and used.

Because the messages transferred using the master key are short, cryptanalysis is difficult. As before, session keys are used for only a 

limited time to protect them.

Controlling Key Usage

The concept of a key hierarchy and the use of automated key distribution techniques greatly reduce the number of keys that must be 

manually managed and distributed. It may also be desirable to impose some control on the way in which automatically distributed keys are 

used. For example, in addition to separating master keys from session keys, we may wish to define different types of session keys on the 

basis of use, such as

Data-encrypting key, for general communication across a network

PIN-encrypting key, for personal identification numbers (PINs) used in electronic funds transfer and point-of-sale applications

File-encrypting key, for encrypting files stored in publicly accessible locations

To illustrate the value of separating keys by type, consider the risk that a master key is imported as a data-encrypting key into a device. 

Normally, the master key is physically secured within the cryptographic hardware of the key distribution center and of the end systems. 

Session keys encrypted with this master key are available to application programs, as are the data encrypted with such session keys. 

However, if a master key is treated as a session key, it may be possible for an unauthorized application to obtain plaintext of session keys 

encrypted with that master key.

Thus, it may be desirable to institute controls in systems that limit the ways in which keys are used, based on characteristics associated 

with those keys. One simple plan is to associate a tag with each key ([JONE82]; see also [DAVI89]). The proposed technique is for use 

with DES and makes use of the extra 8 bits in each 64-bit DES key. That is, the 8 nonkey bits ordinarily reserved for parity checking form 

the key tag. The bits have the following interpretation:

One bit indicates whether the key is a session key or a master key.

One bit indicates whether the key can be used for encryption.

One bit indicates whether the key can be used for decryption.

The remaining bits are spares for future use.
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Because the tag is embedded in the key, it is encrypted along with the key when that key is distributed, thus providing protection. The 

drawbacks of this scheme are that (1) the tag length is limited to 8 bits, limiting its flexibility and functionality; and (2) because the tag is not 

transmitted in clear form, it can be used only at the point of decryption, limiting the ways in which key use can be controlled.

A more flexible scheme, referred to as the control vector, is described in [MATY91a and b]. In this scheme, each session key has an 

associated control vector consisting of a number of fields that specify the uses and restrictions for that session key. The length of the 

control vector may vary.

The control vector is cryptographically coupled with the key at the time of key generation at the KDC. The coupling and decoupling 

processes are illustrated in Figure 7.12. As a first step, the control vector is passed through a hash function that produces a value whose 

length is equal to the encryption key length. Hash functions are discussed in detail in Chapter 11. In essence, a hash function maps values 

from a larger range into a smaller range, with a reasonably uniform spread. Thus, for example, if numbers in the range 1 to 100 are 

hashed into numbers in the range 1 to 10, approximately 10% of the source values should map into each of the target values.
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Figure 7.12. Control Vector Encryption and Decryption
(This item is displayed on page 219 in the print version)
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The hash value is then XORed with the master key to produce an output that is used as the key input for encrypting the session key. Thus,

Hash value = H = h(CV)

Key input = Km  H

Ciphertext = E([Km  H], Ks)

where Km is the master key and Ks is the session key. The session key is recovered in plaintext by the reverse operation:

D([Km  H], E([Km  H], Ks))

When a session key is delivered to a user from the KDC, it is accompanied by the control vector in clear form. The session key can be 

recovered only by using both the master key that the user shares with the KDC and the control vector. Thus, the linkage between the 

session key and its control vector is maintained.

Use of the control vector has two advantages over use of an 8-bit tag. First, there is no restriction on length of the control vector, which 

enables arbitrarily complex controls to be imposed on key use. Second, the control vector is available in clear form at all stages of 

operation. Thus, control of key use can be exercised in multiple locations.
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7.4. Random Number Generation

Random numbers play an important role in the use of encryption for various network security applications. In this section, we provide a 

brief overview of the use of random numbers in network security and then look at some approaches to generating random numbers.
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The Use of Random Numbers

A number of network security algorithms based on cryptography make use of random numbers. For example,

Reciprocal authentication schemes, such as illustrated in Figures 7.9 and 7.11. In both of these key distribution scenarios, 

nonces are used for handshaking to prevent replay attacks. The use of random numbers for the nonces frustrates opponents' 

efforts to determine or guess the nonce.

Session key generation, whether done by a key distribution center or by one of the principals.

Generation of keys for the RSA public-key encryption algorithm (described in Chapter 9).

These applications give rise to two distinct and not necessarily compatible requirements for a sequence of random numbers: randomness 

and unpredictability.

Randomness

Traditionally, the concern in the generation of a sequence of allegedly random numbers has been that the sequence of numbers be 

random in some well-defined statistical sense. The following two criteria are used to validate that a sequence of numbers is random:

Uniform distribution: The distribution of numbers in the sequence should be uniform; that is, the frequency of occurrence of 

each of the numbers should be approximately the same.

Independence: No one value in the sequence can be inferred from the others.

Although there are well-defined tests for determining that a sequence of numbers matches a particular distribution, such as the uniform 

distribution, there is no such test to "prove" independence. Rather, a number of tests can be applied to demonstrate if a sequence does 

not exhibit independence. The general strategy is to apply a number of such tests until the confidence that independence exists is 

sufficiently strong.

In the context of our discussion, the use of a sequence of numbers that appear statistically random often occurs in the design of 

algorithms related to cryptography. For example, a fundamental requirement of the RSA public-key encryption scheme discussed in 

Chapter 9 is the ability to generate prime numbers. In general, it is difficult to determine if a given large number N is prime. A brute-force 

approach would be to divide N by every odd integer less than . If N is on the order, say, of 10
150

, a not uncommon occurrence in 
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